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Abstract

Natural Language Processing (NLP) models
play a critical role in automating complex text-
based tasks, including applications in special-
ized fields like legal informatics. This paper
investigates the use of NLP for legal case analy-
sis utilizing large language models (LLM) and
evaluating them for their effectiveness in pro-
cessing legal texts. Multiple evaluation met-
rics are used to assess the models’ performance
in accurately interpreting and answering these
questions. In the domain-specific field, Legal
Question Answering (LQA), correctness is es-
pecially valued as there are greater repercus-
sions of incorrect choices. We ran three mod-
els, BERT-double, Legal-BERT, and Custom-
legal BERT. Instead of using traditional met-
rics to measure how well each model performs
on legal multiple choice questions and answer-
ing, we propose a novel metric that incorpo-
rates question difficulty, model confidence, and
correctness to calculate a more comprehensive
score. The models and code for our evaluation
metrics are provided here: https://github.
com/rachelren2025/NLP_Final_Project
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1 Introduction

In today’s information-driven world, the legal
field stands out as one of the most demanding when
it comes to accessing and analyzing data. Whether
it is legal professionals navigating through intricate
case law, students studying to understand legal prin-
ciples, or individuals researching a specific case,
the common challenge lies in the sheer volume
and complexity of legal information. Legal texts

are often dense, unstructured, and interconnected,
requiring significant time and effort to extract rele-
vant insights. This process can be overwhelming,
especially for those without extensive experience or
resources. In general, the task of analyzing multiple
precedents or legislative texts is essential yet time-
consuming, leaving less room for strategic decision-
making. Students, researchers, and professionals
all face a similar struggle when trying to find spe-
cific information from vast legal corpora for aca-
demic or investigative purposes. Automating parts
of this process using Natural Language Process-
ing (NLP) has the potential to transform the field
by providing faster, more accurate, and context-
aware access to critical information. Given the
widespread reliance on AI for question-answering
and information retrieval in daily life, we would
like to explore whether LLMs can address the
unique challenges of the legal field. These models
excel at tasks like text summarization, question an-
swering, and contextual understanding. However,
questions are raised about the abilities of AIs in the
context of the legal domain.

This paper investigates the performance of three
LLMs– BERT-double, Legal-BERT, and Custom-
legal BERT–in answering multiple-choice legal
questions, as a task that tests a model’s ability to
reason and extract contextually relevant informa-
tion from complex legal texts. Whilst we don’t
explicitly use QA systems in their traditional sense,
we analyze the models’ ability to process natural
language prompts, interpret context, and select the
most accurate answer from the provided options.
We use multiple performance metrics to measure
the accuracy of these models in handling domain-
specific, structured tasks, and for evaluating their
applicability in specialized fields like law. In a
high-stakes field like law, correctness is highly val-
ued and can lead to catastrophic consequences if
not accounted for. While the potential of LLMs
in addressing the challenges of the legal field is
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significant, their adoption is often hindered by con-
cerns about their transparency and reliability. A
key issue lies in the inherent black-box nature of
these models, which complicates their acceptance
in high-stakes applications like law.

1.1 The Black Box Problem

LLMs are often considered as black boxes be-
cause their decision-making processes are complex
and not fully interpretable; we don’t know how
the algorithm gets to their solution (Brożek et al.,
2023). These models consist of billions or tril-
lions of parameters, interacting in non-linear ways
with their training often lacking opacity as they are
drawn from diverse sources and not fully disclosed
to the public. For the users of these LLM models,
it is difficult for us to trace specific patterns that
lead to their output.

However, we will be focused on an output-based
evaluation of using legal and non-legal LLMs as a
multiple choice question and answering (MCQA)
system in a legal context. First (1.1.1), we will
begin by addressing why, in our specific case, the
black box problem is relatively minuscule and why
an output-based evaluation method is appropriate
despite the inherent black box nature of LLMs.
Finally (1.1.2), we will explain why precision is
prioritized in this context.

1.1.1 The Black Box Problem is Minuscule in
Our Case

Researchers in (Brożek et al., 2023) identified
four interconnected aspects of the black box prob-
lem: opacity, strangeness, unpredictability, and jus-
tification. The opacity issue stems from our lim-
ited understanding of how LLMs detect patterns
or arrive at their answers. While human thought
processes are even more opaque, we interpret hu-
man behavior as rational and intentional, unlike AI
decisions, which seem alien and difficult to trust
(Brożek et al., 2023). The unpredictability prob-
lem reflects the tension between discomfort with
unexpected outcomes and the purpose of AI, which
generates insights beyond human capability, often
unpredictably. This unpredictability makes AI deci-
sions harder to accept, even when they outperform
human judgment (Brożek et al., 2023). The justi-
fication problem arises from the need for rational,
transparent decisions, especially in fields like law,
where AI outputs often lack clarity and seem "mys-
terious." Addressing this requires AI systems to
adopt ex-post justification—explaining decisions

after the fact—to meet human standards of ratio-
nality and trust (Brożek et al., 2023).

Explainable AI (XAI) offers methods to clarify
how AI systems make decisions, addressing aspects
of the black box problem (Richmond, 2023). How-
ever, researchers in (Brożek et al., 2023) argue that
the opacity problem is relatively minor compared
to the complexity of the human mind. And in the
context of a multiple-choice question-answering
(MCQA) system, the black box nature of LLMs is
less concerning because the focus lies on measur-
able outputs—whether the answers are correct or
incorrect—rather than on interpreting the reason-
ing process. Output-based evaluation is the most
practical approach for MCQA, as it emphasizes cor-
rectness over interpretability. The structured nature
of MCQA reduces concerns about unpredictabil-
ity or opacity, enabling performance to be judged
solely on the accuracy of the answers.

1.1.2 Why We Value Accuracy More Than
Interpretability

We value accuracy because high-stakes domains
such as legal question and answering prioritize
accuracy (Monroy et al., 2009; Vold and Con-
rad, 2021; Khazaeli et al., 2021; Martinez-Gil,
2023; Trautmann et al., 2024). Our MCQA ap-
proach aligns with findings that, in high-stakes ap-
plications like law, stakeholders prioritize accuracy
over interpretability when the two are in conflict
(Nussberger et al., 2023). In contexts like law or
medicine, the primary concern is ensuring that de-
cisions or outputs are correct and actionable, as
inaccuracies can lead to significant real-world con-
sequences. The (Nussberger et al., 2023) study
emphasizes that while interpretability is valuable
for building trust and transparency, it becomes sec-
ondary when precise and reliable outcomes are
essential for decision-making. Additionally, re-
searchers in (Gao et al., 2019) further emphasize
this by stating that the accuracy of high-stakes ap-
plications is far more important than giving pre-
dictions of all query samples. This is particularly
true in applications where the end-user relies on
the AI system as a tool for achieving specific ob-
jectives, such as delivering a correct legal ruling or
diagnosis, rather than understanding the underlying
reasoning.

For MCQA systems in legal contexts, this pri-
oritization of accuracy over interpretability under-
scores why output-based evaluation is ideal and
we can consider the black box problem as minis-
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cule in the scope of our project. By focusing on
whether the system consistently delivers correct
answers, the evaluation addresses the most critical
stakeholder requirement—reliable results. While
interpretability might enhance user trust in some
scenarios, in high-stakes domains, the ultimate test
of a system’s utility lies in its ability to minimize
errors and provide precise answers.

1.2 Research Question
These current metrics are not able to capture the

nuanced reasoning and contextual understanding
that law practitioners and researchers need. Hence
the goal of our paper is to answer:

1. How do we design a new metric that prior-
itizes the correctness and reliability of the
model’s outputs?

2. What makes the metric we created better for
evaluating LLM performance in answering
legal multiple-choice questions?

2 Related Works

2.1 System Types
Question Answering (QA) Systems. QA systems

can be said to be one of the most important research
areas of Natural Language Processing (NLP), en-
abling machines to provide precise answers to user
queries (Farea et al., 2022). A traditional question
and answering system takes an input, usually given
in the form of a sentence and produces an output,
or an answer (Farea et al., 2022). The design of a
QA system may vary, however, researchers from
(Farea et al., 2022) have organized QA systems into
a general framework of: 1. Question Answering
Algorithms, 2. Knowledge Sources, 3. Question
Types, and 4. Answer Types. We will revisit this
framework at the methodology section where we
discuss the intricacies of our design in answering
our research questions.

Legal Question Answering (LQA) Systems. A
subdivision of QA systems designed to process,
analyze, and answer questions within the legal
domain. Using NLP and machine learning mod-
els, these systems should understand and produce
outputs to queries based on legal texts, case law,
statutes, and other legal documents.

Multiple Choice Question Answering (MCQA)
Systems. In the case of this paper, we are interested
in legal-related QA systems, but in the form of a
MCQA. These systems have to answer structured

questions with predefined options and come with
answer keys.

2.2 Metrics

A good evaluation metric measures the perfor-
mance of a system effectively and aligns with the
specific goals of the task. In the context of QA sys-
tems, particularly Multiple-Choice Question An-
swering (MCQA), a good metric should: reflect
accuracy and relevance of predictions, consider the
difficulty and importance of specific queries, and
be scalable and interpretable for real-world appli-
cations.

2.2.1 Simple Untrained Automatic Evaluation
Scores

Accuracy: A metric that measures the proportion
of correctly predicted instances (both true positives
and true negatives) out of the total number of pre-
dictions made by a model. This metric is simple
and intuitive but fails to account for question diffi-
culty or partial correctness.

F1: The harmonic mean of precision and re-
call, balances these two metrics and is particularly
useful for imbalanced datasets, though it can be
disproportionately affected by extreme values in
either precision or recall.

Macro F1: verages F1 scores across categories
equally, ensures equal treatment of all categories
but may be skewed by poorly performing small
categories (Evidently AI Team, 2024).

TF-IDF: Term Frequency-Inverse Document
Frequency is a statistical method that is used to
evaluate the importance of a word within a docu-
ment within a larger corpus. It does so by balancing
the word’s frequency with how common it is across
all documents.

Cosine Similarity: A metric that calculates the
similarity between two vectors by measuring the
cosine of the angle between them, effectively eval-
uating how closely aligned the vectors are in a
multi-dimensional space.

Geometric Mean: A measure of central tendency
that multiplies values and takes the n-th root, mak-
ing it sensitive to low values. It is sensitive to
outliers, a crucial feature that we leverage.

2.2.2 Machine-Trained Evaluation Scores:
Bleurt and BertScore

BLEURT and BERTScore are machine-trained
evaluation metrics (MTES) designed to measure se-
mantic similarity between generated and reference
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texts. BLEURT uses pre-trained transformer mod-
els fine-tuned on datasets with human-evaluated
examples, enabling it to more accurately reflect
human judgment and produce scores that reflect nu-
anced perceptions of text quality, making it partic-
ularly valuable for tasks requiring semantic equiv-
alence. In contrast, BERTScore calculates token-
level similarity by leveraging contextual embed-
dings from models like BERT, focusing on seman-
tic overlap by aligning embeddings and computing
cosine similarity to capture the meaning of the text
beyond exact lexical matches. While both met-
rics aim to measure semantic similarity, BLEURT
processes candidate and reference texts through a
fine-tuned model to generate human-aligned qual-
ity scores, whereas BERTScore identifies the most
similar tokens between the texts and computes pre-
cision, recall, and F1 scores based on these align-
ments, offering a more computationally efficient
alternative (Farea et al. 2022).

BLEURT’s strength lies in its fine-tuning on
human-annotated data, enabling it to generate
scores that closely reflect subjective quality judg-
ments, making it particularly effective for tasks
like machine translation and text summarization.
However, this comes at a computational cost due
to its large model size and significant resource re-
quirements, and its performance may vary outside
its training domain. In contrast, BERTScore is
lightweight and efficient, making it suitable for
tasks requiring rapid semantic evaluation, such as
paraphrase detection, summarization, translation,
and dialogue generation. While it excels in cap-
turing semantic overlap through embedding-based
similarity, BERTScore can overlook document-
level coherence and is sensitive to high-frequency
tokens, which may distort similarity scores. For
evaluating legal text generation, BLEURT’s align-
ment with human judgment is particularly valu-
able for assessing the semantic accuracy of legal
arguments, whereas BERTScore provides a reli-
able measure of how closely generated legal state-
ments align with the intended meaning of reference
statements. Together, these metrics offer a robust
framework for evaluating the quality of legal text,
tailored to the specific requirements of this domain
(Farea et al. 2022).

2.3 Models
In the context of legal question-answering (LQA)

systems, various adaptations of the BERT model
have been explored to improve performance in

domain-specific tasks. For more information about
BERT models, we referred to this paper (https:
//aclanthology.org/N19-1423.pdf). For in-
stance, BERT-Double extends the capabilities of
the base BERT architecture by incorporating dual-
layer processing, enhancing comparative reason-
ing and contextual understanding. In the paper
provided by (Zheng et al., 2021) BERT-Double
is implemented as a variation of the base BERT
model (uncased, 110 million parameters). While
the original BERT base model was pretrained on
the English Wikipedia corpus (general domain cor-
pus) for 1 million steps, BERT-Double extends this
pretraining by an additional 1 million steps, result-
ing in a model pre-trained for a total of 2 million
steps (Zheng et al., 2021).

Legal-BERT is a domain-specific adaptation of
the base BERT model, pretrained on a compre-
hensive corpus of U.S. case law sourced from the
Harvard Law case database (https://case.law/)
(Zheng et al., 2021). This adaptation is specif-
ically designed to address the unique linguistic
and semantic challenges inherent in the legal do-
main, making it better suited for legal Natural Lan-
guage Processing (NLP) tasks such as legal ques-
tion answering, case retrieval, and text classifica-
tion (Zheng et al., 2021).

Additionally, to further refine domain-specific
performance, Custom-Legal BERT introduces addi-
tional fine-tuning using specialized datasets, such
as CaseHOLD, integrating task-specific features
like question difficulty and model confidence
(Zheng et al., 2021).

These models form the foundation of our study,
offering a comparative lens to evaluate general-
purpose versus domain-specific approaches to an-
swering legal multiple-choice questions.

Domain-specific pretraining has been exten-
sively explored as a means of enhancing the per-
formance of language models on specialized tasks.
Studies on Legal-BERT and Custom Legal-BERT
demonstrate the value of adapting pre-trained mod-
els to the legal domain using corpora such as
the Harvard Law case database (Zheng et al.,
2021). For example, CaseHOLD, a highly domain-
specific and linguistically complex task, shows
substantial performance gains when using Legal-
BERT variants compared to general-purpose mod-
els like BERT-Double. Custom Legal-BERT, pre-
trained from scratch with a legal-specific vocabu-
lary, achieved the highest macro F1 score (69.5%),
underscoring the importance of tailoring vocabu-
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laries and pretraining processes to domain-specific
text. Additionally, comparisons across tasks of
varying complexity—Overruling, Terms of Service,
and CaseHOLD—highlight how the relevance of
domain adaptation increases with task specificity
(Zheng et al., 2021). These findings align with
prior research indicating that pre-trained models
benefit significantly from additional pre training
steps, as observed with BERT-Double, and suggest
that robust input transformations and rigorous eval-
uation protocols, such as 10-fold cross-validation,
are essential for adapting models to high-stakes
domains like law (Zheng et al., 2021).

2.4 Dataset: CaseHOLD
The CaseHOLD dataset, derived from Har-

vard Law’s case law data, comprises over 53,000
multiple-choice questions designed for legal rea-
soning and summarization tasks. Each question
includes one prompt, one correct holding statement
and four distractors.The correct holding statement
is derived from citations in judicial rulings, specifi-
cally from parenthetical text starting with the word
“holding.” The text preceding the citation serves
as the citing text prompt, with a placeholder token
<HOLDING> inserted where the holding statement
was extracted. To ensure task difficulty, the distrac-
tors are selected using TF-IDF similarity between
the correct answer and a pool of other holding state-
ments. A similarity threshold of 0.75 is applied to
avoid indistinguishable distractors, ensuring the
need for deeper legal reasoning beyond simple key-
word matching to select the correct statement. The
dataset provides a task that evaluates the model’s
ability to: (1) understand the citing text prompt and
(2) Differentiate the correct holding statement from
semantically similar distractors. This approach en-
sures a challenging evaluation framework by em-
phasizing nuanced legal reasoning over random
guessing, making CaseHOLD a benchmark for as-
sessing model performance in handling complex
legal texts (Zheng et al., 2021).

3 Methodology

As outlined in the literature review section I. on
QA systems, the framework of our specific QA
system can be categorized according to the con-
cept proposed by (Farea, et al., 2021), which is
structured as follows:

1. Question Answering Algorithm: Our algo-
rithm is a neural based algorithm as we are

using BERT.

2. Knowledge Source: The system is operat-
ing in a closed domain, as the dataset (Case-
HOLD) provides a specific and finite scope of
legal knowledge. It is trained and evaluated
within the legal domain, not using general or
open-ended knowledge from the broader in-
ternet.

3. Question Type: Our system uses multiple-
choice questions and answers.

4. Answer Type: The answer type is agnostic, as
the system selects from predefined multiple-
choice options without needing to generate
text or extract specific spans.

We aim to address our research question using
the CaseHOLD dataset. The dataset consists of a
message and five holdings as a potential answer.
We processed the dataset through three versions
of BERT, generating an output file for each model.
Each model produces a predicted answer and a
probability score indicating the likelihood of a
given holding being correct.

To evaluate the models, we used general met-
rics such as accuracy, evaluation loss, and macro
F1 score. Subsequently, we designed a new evalua-
tion metric and re-evaluated the models to assess its
effectiveness. The specifics of our research method-
ology and the rationale behind this approach are
outlined below.

3.1 Model Setup
3.1.1 Input and Outputs

The inputs for the task were adapted to fit the
architecture of the BERT-based models by trans-
forming the multiple-choice question into five sepa-
rate prompt-answer pairs, each structured as [CLS]
Prompt [SEP] Answer [SEP]. Here, the prompt rep-
resents the citing text from the judicial decision
and the answer represents one of the five holding
statements. The input pairs are tokenized using a
BERT-compatible tokenizer, which splits text into
subword units and maps them to numerical IDs.
A maximum sequence length of 128 tokens is en-
forced, with sequences longer than this limit trun-
cated and shorter ones padded. Each of the five to-
kenized pairs is passed through the model indepen-
dently. The model outputs logits for each pair, rep-
resenting the likelihood of each holding statement
being the correct answer. The logits for all five
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Figure 1: We processed our dataset using three models: BERT-Double, LEGAL-BERT, and Custom Legal-BERT.
Each model produced an output file containing predictions and probabilities. The results were evaluated using three
standard metrics: Accuracy, Evaluation Loss, and Macro F1. Additionally, we developed a new metric to further
evaluate the data

pairs are concatenated, and a softmax function is
applied to normalize these logits into probabilities,
which are then used to determine the model’s pre-
dicted answer. The outputs of this process include
two files. The first, "predictions.csv," stores the fi-
nal predictions, where each row corresponds to the
predicted answer for a question. The second, "prob-
abilities.csv," contains the softmax-normalized log-
its for all five answer choices per question, repre-
senting the probability distribution over the choices.
This approach minimized changes to the original
architecture while fully utilizing the strengths of
the fine-tuned models (Zheng et al., 2021).

3.1.2 Fine-Tuning the Models

We fine-tuned three BERT-based
models—BERT-Double, Legal-BERT, and
Custom Legal-BERT—on the CaseHOLD dataset
by updating each model’s weights on task-specific
data. We used the predefined hyperparameters
established in the original CaseHOLD paper.

Specifically, all models were trained with a
learning rate of 5e-6, a batch size of 16, and a
maximum sequence length of 128. The training
process was conducted for 3 epochs using the
AdamW optimizer with mixed precision (fp16) to
balance computational efficiency and performance.
Dataset splits followed an 80/20 train-test ratio,
and performance was monitored every 1000 steps
using step-based evaluation.

3.2 Running the Models
The models were fine-tuned and run using the

following command:

python multiple_choice/run_multiple_choice.py \
--task_name casehold \
--model_name_or_path MODEL_NAME \
--data_dir data \
--do_train --do_eval --do_predict \
--evaluation_strategy steps \
--max_seq_length 128 \
--per_device_train_batch_size 16 \
--learning_rate 5e-6 \
--num_train_epochs 3 \
--output_dir output \
--overwrite_output_dir \
--logging_steps 1000 \
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--fp16

Here MODEL_NAME would be replaced with
the desired model’s hugging face repository path
(zlucia/bert-double, zlucia/legalbert, or custom-
legalbert). After fine tuning, output files, predic-
tions.csv and probabilities.csv, were saved in the
corresponding output directory to the model run.

3.3 Evaluation Code

We assessed the fine-tuned models’ performance
using a couple metrics.
Evaluation Loss (eval_loss)

The evaluation loss represents the average cross-
entropy loss computed over the evaluation dataset.
It measures the divergence between the model’s
predicted probability distribution and the true la-
bels. Lower loss values indicate better alignment
between predictions and ground truth labels. The
evaluation loss is calculated for each sample using
the normalized logits from probabilities.csv, and
the average loss across all evaluation samples is
reported. Custom-legal-BERT achieved the lowest
evaluation loss, indicating that it produced the most
well-aligned predictions among the models.
Macro-F1 Score (eval_f1)

The Macro-F1 score is the unweighted average
of F1 scores for each class. It accounts for both
precision (accuracy of predictions) and recall (cov-
erage of true labels), treating all classes equally
regardless of their frequency. We calculated the F1
scores for each class and then averaged them to get
the macro-F1 score. Custom Legal-BERT achieved
the highest macro-F1 score, demonstrating a better
balance of precision and recall, indicating that the
model generalized well across all answer choices.
Accuracy (eval_accuracy)

We use the accuracy_score function from
sklearn.metrics to calculate the accuracy score for
each model and for the confidence filtered accuracy.
Legal-BERT achieved the highest accuracy, indi-
cating that it performed well in identifying correct
answers.

3.4 New Metric: Weighted Correctness Score

To evaluate the model performance more rigor-
ously, we propose a weighted correctness score that
accounts for three factors: (1) Question Difficulty,
(2) Model Confidence, and (3) Correctness. This
new metric (WCS) rewards correct answers more
for difficult questions and high confidence, while
penalizing incorrect answers based on how easy

the question is and how confident the model is on
the wrong answer.

3.4.1 Difficulty
To calculate the difficulty of a question, we mea-

sure the semantic similarity between all answer
choices using BERTScore. For a question i with
answer choices A1, A2, . . . , A5, we compute pair-
wise similarity scores for all unique pairs:

BERTScorep,q = BERTScore(Ap, Aq), ∀p ̸= q.
(1)

We then aggregate the pairwise scores using the
geometric mean to obtain the difficulty score Di:

Di =

∏
p ̸=q

BERTScorep,q

 1
N

, (2)

where N is the number of unique pairs.
Higher values of Di indicate greater similarity

among answer choices, making the question more
difficult to answer correctly. We adjust the score
based on both the model’s correctness and the diffi-
culty quartile q, where q1 is the first quartile, repre-
senting the easiest questions, and q4 represents the
hardest questions. Quartile weights are assigned as
follows:

wq =



0.25, if correct and q = q1,

0.50, if correct and q = q2,

0.75, if correct and q = q3,

1.00, if correct and q = q4,

1.00, if incorrect and q = q1,

0.75, if incorrect and q = q2,

0.50, if incorrect and q = q3,

0.25, if incorrect and q = q4.

(3)

3.4.2 Confidence
To integrate model confidence into the final

score, we define the confidence weight as the max-
imum probability from the softmax output. The
softmax function ensures that the output probabil-
ities sum to 1, forming a valid probability distri-
bution and reflecting the model’s certainty in its
predictions. A higher value of confidence weight
indicates that the model is more confident in its
selected prediction.

The softmax function works for confidence be-
cause it converts the model’s raw logits into prob-
abilities that sum to 1, ensuring the output can be
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Model Eval_loss Macro-F1 Accuracy WCS
BERT-Double 0.9361 0.6254 0.6257 -0.44
Legal-BERT 1.1838 0.5176 0.6822 -0.48
Custom Legal-BERT 0.7841 0.6819 0.5177 -0.36

Table 1: Evaluation results of BERT-Double, Legal-BERT, and Custom Legal-BERT models

interpreted as the model’s confidence across all
classes. The maximum softmax probability rep-
resents the model’s degree of certainty for its pre-
dicted class, where a higher value indicates greater
confidence in the prediction.

3.4.3 New Metric Formula
The final metric M is computed as:

M = ±max(softmax_probabilities) · wq, (4)

where the sign is + if the prediction is correct and
− if it is incorrect.

Interpretation:

• For correct predictions, the model is re-
warded proportionally to its confidence and
difficulty. Easier questions (low quartile) re-
ceive smaller rewards.

• For incorrect predictions, the model is pe-
nalized more heavily for easier questions, re-
flecting the expectation that the model should
succeed on them.

3.5 Limitations
While our methodology offers significant ben-

efits for evaluating model performance, there are
some limitations. These limitations stem from fine-
tuning processes, dataset design, and the interplay
between question difficulty and semantic similarity.

3.5.1 Catastrophic Forgetting
Catastrophic forgetting refers to a model’s ten-

dency to lose previously learned knowledge when
fine-tuned on a specific task. In our case, this
issue is particularly prevalent due to several fac-
tors. Fine-tuning adapts a pre-trained model to
a domain-specific dataset, but it risks overwrit-
ing general knowledge learned during pre-training.
Training over three epochs reinforces the patterns
within the fine-tuning data, improving task perfor-
mance while amplifying the risk of overwriting
pre-trained knowledge and causing a decline in
general capabilities. Additionally, in our imple-
mentation, fine-tuning was applied to all layers of

the model, not just the top layers. While this en-
ables deeper adaptation to the legal domain, it also
increases the likelihood of catastrophic forgetting,
as adjustments across all layers can significantly
alter the pre-trained representations. Finally, as
the model becomes specialized for legal tasks, its
performance on broader or unrelated tasks may de-
teriorate. These factors combined increase the like-
lihood of catastrophic forgetting, which can affect
the model’s ability to generalize beyond the fine-
tuning dataset. Addressing this requires careful cal-
ibration of training epochs and the incorporation of
regularization techniques or knowledge-preserving
strategies (Kotha et al., 2024; Lesort et al., 2023).

3.5.2 Dataset Design and Question Difficulty
The dataset we use is constructed to include the

correct answer choice and the most semantically
similar distractors. Specifically, TF-IDF cosine
similarity with a threshold of 0.75 to select holdings
that are closest in meaning to the correct answer.
In our new metric, we calculate semantic similarity
scores using BERTScore to quantify question dif-
ficulty. By comparing the embeddings of answer
choices, BERTScore provides a nuanced measure
of how closely related the distractors are to the
correct answer. Questions with higher similarity
scores across all answer choices are treated as more
difficult, as they require the model to distinguish
between highly similar options.

However, this approach raises a potential limi-
tation when determining question difficulty. Since
the distractors are explicitly chosen to be seman-
tically similar, the difficulty of a question is in-
herently influenced by the dataset design. Ques-
tions may appear artificially difficult due to the
high semantic overlap, rather than the complexity
or ambiguity of the legal reasoning required. This
poses challenges for accurately distinguishing be-
tween genuinely difficult questions and those made
challenging by the selection process itself. To miti-
gate this issue, future iterations could incorporate
different measures for question difficulty such as
changing how the dataset’s distractors are chosen
to create questions of different difficulty levels.
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3.5.3 Softmax Inability to capture Epistemic
Uncertainty

The softmax function, commonly used in clas-
sification tasks to convert logits into probabilities,
has inherent limitations in representing epistemic
uncertainty—the uncertainty arising from model
parameters. Softmax outputs can be overconfident,
especially when the model encounters inputs that
differ from the training distribution. This over-
confidence is problematic in legal applications,
where understanding the model’s uncertainty is
crucial for interpreting its predictions. Recent
studies have highlighted this limitation. For in-
stance, (Pearce et al. 2021) discuss how neural net-
works often fail to increase their uncertainty when
predicting on data far from the training distribu-
tion, leading to overconfident predictions (https:
//arxiv.org/pdf/2106.04972). This limitation
suggests the need for incorporating advanced un-
certainty estimation techniques, such as Bayesian
neural networks or ensemble methods, to better
capture epistemic uncertainty and enhance the reli-
ability of model predictions in the legal domain.

4 Results

Please refer to Table 1 for the scores of each
metric. Under our proposed metric, Custom Legal-
BERT achieved the highest score, followed by
BERT-Double and Legal-BERT, which ranked sec-
ond and third, respectively.

5 Evaluation

Based on the results from evaluating these mod-
els on the CaseHOLD dataset, there is strong evi-
dence that our proposed metric offers a significant
advantage over traditional metrics like accuracy by
incorporating question difficulty and confidence
calibration:

Nuanced Differentiation: Traditional accuracy
treats all questions equally, while our metric recog-
nizes the hardness of questions and penalizes con-
fident errors on easy questions more heavily. This
ensures the system is more robust and nuanced in
its evaluation.

Robustness: Custom Legal-BERT outper-
formed other models (refer to Table 1), demonstrat-
ing its ability to handle harder questions while mini-
mizing overconfident errors. Our metric aligns with
existing measures in best-case scenarios (correct,
confident answers) but disagrees in worst cases,

particularly where models overconfidently predict
incorrect answers.

For instance, in (Zheng et al., 2021), the
same three models—Custom Legal-BERT, BERT-
Double, and Legal-BERT—were evaluated. Un-
der Macro-F1, Custom Legal-BERT performed
the best. However, while BERT-Double was their
worst-performing model, Legal-BERT was identi-
fied as the worst under our metric.

This highlights the robustness of our metric: it
agrees on strong performances but identifies weak-
nesses missed by traditional measures, focusing
on model calibration and performance on harder
questions.

Practical Reliability: By penalizing confident
mistakes on easy questions more heavily, our met-
ric better aligns with real-world expectations, par-
ticularly in high-stakes legal settings. Notably, all
scores are negative, reflecting the metric’s strict-
ness in identifying errors. This emphasizes the fact
that current models are far from perfectly accu-
rate—often struggling with overconfidence—and
mistakes on easier questions are penalized most
severely. Such a rigorous evaluation is essential
for legal applications, where even minor errors can
carry significant consequences, and reliable perfor-
mance must be prioritized.

6 Future Works

While our proposed metric demonstrates promis-
ing results, time constraints limited the scope of
our experiments. Future work will focus on:

1. Robustness Testing: Extending evaluations to
other legal datasets to assess generalizability
across domains and question types.

2. Adversarial Evaluation: Investigating model
performance under input perturbations to ex-
plore resilience and robustness further.

3. Detailed Statistical Analysis: Analyzing the
distribution of question difficulty and its im-
pact on model performance.

4. Model Variations: Testing with larger and
more diverse pretrained models to validate
the metric’s applicability.

7 Conclusion

7.1 Answering Research Questions
We posed two research questions at the begin-

ning of the paper, and here we provide the answers.
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To design a new metric that prioritizes correctness
and reliability, we integrated correctness, confi-
dence, and difficulty: correct predictions are re-
warded, incorrect predictions are penalized, high-
confidence correct answers are favored over low-
confidence ones, and harder questions—measured
using BERTScore similarity—contribute more to
the final score. Our metric outperforms traditional
measures like accuracy and evaluation loss by pe-
nalizing overconfident errors on easier questions,
rewarding calibrated confidence on harder ones,
and accounting for question complexity, ensuring a
more reliable and nuanced evaluation framework
for legal multiple-choice tasks.

7.2 Final Thoughts
Our work introduces a novel evaluation metric

that integrates difficulty, confidence, and correct-
ness, providing a more nuanced evaluation system
for legal question-answering models. Unlike tradi-
tional metrics such as accuracy, our approach penal-
izes confident errors on easy questions more heav-
ily, and similarly rewards high-confidence correct
predictions over low-confidence ones to discourage
guessing. This ensures models are evaluated not
only on correctness but also on calibrated confi-
dence and question difficulty. Results on the Case-
HOLD dataset demonstrate our metric’s ability to
effectively reveal model strengths and weaknesses.
While further experimentation is needed to con-
firm robustness, our metric offers a more reliable
framework for high-stakes legal settings.

Contributions

Elizabeth Lu:

• Initial research: lit review on “BERT: Pre-
training of Deep Bidirectional Transformers
for Language Understanding”, “LexGLUE”,
“FairLex”; found existing legal models of
Legal-HeBERT, Pol-BERT-Large, Italian-
LEGAL-BERT, JuriBERT, Custom-LEGAL-
BERT, LEGAL-BERT, LEGAL-GPT-1,2;
found datasets CaseHOLD, Case Law, etc. ;
research on existing performance indicators

• Project Proposal: Wrote strategy for solving
the problem, wrote part of the evaluation plan,
and wrote and lit review 5, 6

• Ollama: debugged and tested model code;
tested different input commands; set up Cuda,
ran Llama 3.2 1B, Llama 3.2 3B, Llama 3.2

Vision 11B, Llama 3.1 8B, Llama 3 8B, Phi3
3.8B, Phi3 14B, Gemma2 2B, Gemma2 9B,
Mistral 7B on the dataset, had to rerun all mod-
els due to error in the initial implementation
of llama; implemented REGEX to clean LLM
output; implemented evaluation metrics (accu-
racy, weighted precision, weighted recall, F1,
Macro-F1, Micro-F1) for model results

• Metric Research: lit review on “Evaluating
the Knowledge Dependency of Questions”,
“Evaluation of Question Answering Systems”,
“Can multiple-choice questions really be use-
ful in detecting the abilities of LLMs?”;
researched BLEURT and BERTScore; re-
searched challenges for all types of evaluation
scores

• Initial New Metric Idea: modified METEOR
score to weight precision higher than recall,
weighted metric that punished more harshly
on incorrect answers rather than no answer

• Models: figured out how to run the mod-
els, ran BERT-Double, Legal-BERT, Cus-
tom Legal-BERT on CaseHOLD dataset, fine
tuned the three models on the train dataset,
reran the three models, debugged code, tested
models, coded accuracy and filtered accuracy
based on confidence threshold for model re-
sults

• New Metric: came up with new metric idea;
implemented and tested log loss as potential
confidence score; researched and wrote test
cases for logloss determining it was unfit for
our project; debugged BERTScore code; ran
BERTScore model on dataset; wrote and ran
the code to split dataset into difficulty quar-
tiles; wrote and ran code to test if accuracy
by quartile works; wrote and ran code for test-
ing standard deviation vs geometric mean; de-
bugged new metric code and wrote a detailed
guide on how to implement the new metric

• Final Paper: wrote and revised 2.4 Dataset;
wrote 3.1.1 Input and Outputs, 3.1.2 Fine-
Tuning the Models, 3.2 Running the Mod-
els, 3.3 Evaluation Code, 3.4 New Metric:
Weighted Correctness Score, 3.4.2 Confi-
dence, 3.5 Limitations, 3.5.1 Catastrophic For-
getting, 3.5.2 Dataset Design and Question
Difficulty, 3.5.3 Softmax Inability to capture
Epistemic Uncertainty, 4 Results

10



Rachel Ren:

• Initial research: lit review on “Classification
of US Supreme Court Cases using BERT-
Based Techniques”; found datasets of PACER,
Law Library of Congress, etc.

• Project Proposal: Wrote collaboration plan,
expected outcomes, and lit review 1, 4

• Research on Metrics (pros, cons, when to use,
application in our project): F1-score, accuracy,
Micro-F1, Macro-F1, NDCG, Roc and AUC

• Research/Read: many many papers on Legal
MCQ; different types of QA systems, Legal
QA system; found granite by ibm (stated in a
paper to be best QA system); found h2oGPT
as a possible model; original paper on us-
ing LLM to create a model based metric;
lit review on “The black box problem revis-
ited”, “Quantifying Calibration Error in Mod-
ern Neural Networks through Evidence Based
Theory”, “A Survey of Large Language Mod-
els”; lit review on TF-IDF and Cosine Simi-
larity; looked at similar QA models and open
source models in other domains such as Medi-
cal field with google’s Med-PaLM; researched
BERT/BERTspecific metrics; BERT in QA
and what makes BERT Robust

• Initial New Metric Idea: coverage metric;
penalty metric

• Final Paper first Draft: wrote entire first draft
(scrapped since we shifted directions)

• Final Paper: created and updated Project
Pipeline Diagram; wrote Abstract, Keywords,
1 Introduction, 1.1 The Black Box Prob-
lem, 1.1.1 The Black Box Problem is Mi-
nuscule in Our Case, 1.1.2 Why We Value
Accuracy More Than Interpretability, 1.2 Re-
search Question, 2.1 System Types, 2.2 Met-
rics; accuracy, F1, Macro F1 in 2.2.1 Simple
Untrained Automatic Evaluation Scores, 2.3
Models, intro of 3. Methodology, added cita-
tions

Neil Tripathi:

• Initial research: lit review on “Named En-
tity Recognition and Relation Extraction”, “A

Survey on Recent Advances in Named En-
tity Recognition from Deep Learning mod-
els”; researched BERT, LLMs, transform-
ers; researched potential datasets to use e.g.
Caselaw; researched how to run models like
BERT, Llama 3 and Gemini; researched Ol-
lama and the code to use it, and proposed to
use it to run the models

• Project Proposal: Wrote part of evaluation
plan and lit review 3, 7

• Ollama: wrote code for initial implementa-
tion of llama on CaseHOLD; wrote code and
implemented weighted accuracy as well as
vector-based metrics for the model results (but
we chose not to use them); wrote initial im-
plementation to run BERT without fine tuning
(but was not used)

• Initial New Metric Idea: proposed effort based
metric; wrote code and tested cosine similarity
script for different new metric idea

• New Metric: reached out to experts in the field
to help come up with new metric; proposed
confidence and log loss-based idea; worked
with TA to finalize new metric; wrote code for
running models for BERTScore; wrote code
and implemented new metric and combined
all data for each model; evaluated new metric
for all models; compared and evaluated new
metric to other metrics

• Final Paper: wrote geometric mean in 2.2.1,
3.4.1 Difficulty, 3.4.3 New Metric Formula, 4
Results, 5 Evaluation, 6 Future Works, 7 Con-
clusion 7.1 Answering Research Questions
7.2 Final Thoughts

Brynja Schultz:

• Initial research: found existing legal sources,
interviewed legal professionals to discern
what would be useful in the field, researched
legal data sources, researched existing metrics,
lit review on “A Comparative Study of Clas-
sifying Legal Documents with Neural Net-
works”

• Project Proposal: Wrote problem statement,
sources, and lit review 2

• Presentation: created and presented slides 1-5
and 9 for the in-class presentation

11



• Summarized: Legal-BERT paper, “Domain
Specialization as the Key to Make Large Lan-
guage Models Disruptive”, "When Does Pre-
training Help? Assessing Self-Supervised
Learning for Law and the CaseHOLD
Dataset", “Towards an Automated Pointwise
Evaluation Metric for Generated Long-Form
Legal Summaries”, "Understanding catas-
trophic forgetting in language models via
implicit inference.", "Challenging common
assumptions about catastrophic forgetting.",
"Evaluating Evaluation Metrics: A Frame-
work for Analyzing NLG Evaluation Metrics
using Measurement Theory"

• Final Paper: wrote TF-IDF and cosine similar-
ity in 2.2.1, 2.2.2 Machine-Trained Evaluation
Scores: Bleurt and BertScore, and first draft
of 2.4 Dataset; did research on catastrophic
forgetting and wrote section in the final paper;
created final references list

References
Monroy Alfredo, Calvo Hiram, and Gelbukh Alexander.

2009. Nlp for shallow question answering of legal
documents using graphs. SpringerLink.

Farea Amer, Yang Zhen, Duong Kien, Perera Nadee-
sha, and Emmert-Streib Frank. 2022. Evaluation of
question answering systems: Complexity of judging
a natural language. arXiv.org.

Vold Andrew and Conrad Jack G. 2021. Using trans-
formers to improve answer retrieval for legal ques-
tions. ACM.

Nussberger Anne-Marie, Luo Lulu, Celis L. Elisa, and
Crockett Molly J. 2023. Public attitudes value inter-
pretability but prioritize accuracy in artificial intelli-
gence. Nature Communications.
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